Chapter 8.8
Evaluating XML-Extended OLAP Queries Based on a Physical Algebra

Xuepeng Yin
Aalborg University, Denmark

Torben Bach Pedersen
Aalborg University, Denmark

ABSTRACT
In today’s OLAP systems, physically integrating fast-changing data (e.g., stock quotes) into a cube is complex and time-consuming. The data is likely to be available in XML format on the World Wide Web (WWW); thus, instead of physical integration, making XML data logically federated with OLAP systems is desirable. In this article, we extend previous work on the logical federation of OLAP and XML data sources by presenting simplified query semantics, a physical query algebra, and a robust OLAP-XML query engine, as well as the query evaluation techniques. Performance experiments with a prototypical implementation suggest that the performance for OLAP-XML federations is comparable to queries on physically integrated data.

INTRODUCTION
Online Analytical Processing (OLAP) technology enables data warehouses to be used effectively for online analysis, providing rapid responses to iterative complex analytical queries. Usually an OLAP system contains a large amount of data, but dynamic data (e.g., stock prices) is not handled well in current OLAP systems. To an OLAP system, a well-designed dimensional hierarchy and a large quantity of pre-aggregated data are the keys. However, trying to maintain these two factors when integrating fast-changing data physically into a cube is complex and time-consuming, or even impossible. However, the advent of XML makes it very possible that the data is available in XML format on the WWW; thus, making XML data accessible to OLAP systems is greatly needed.
Our overall solution is to logically federate the OLAP and XML data sources. This approach decorates the OLAP cube with virtual dimensions, allowing selections and aggregations to be performed over the decorated cube. In this article, we describe the foundation of a robust federation query engine with the focus on query evaluation, which includes the query semantics, a physical algebra, and query evaluation techniques. First, a query semantics that simplifies earlier definitions (Pedersen, Riis, & Pedersen, 2002) is proposed. Here, redundant and repeated logical operators are removed, and a concise and compact logical query plan can be generated after a federation query is analyzed. Second, a physical query algebra, unlike the previous logical algebra, is able to model the real execution tasks of a federation query. Here, all concrete data retrieval and manipulation operations in the federation are integrated. This means that we obtain a much more precise foundation for performing query optimization and cost estimation. Third, the detailed description of the query evaluation introduces how the modeled execution tasks of a query plan are performed, including the concrete evaluation algorithms and techniques for each physical operator and the general algorithm that organizes and integrates the execution of the operators in a whole plan. In addition, algebra-based query optimization techniques, including the architecture of the optimizer, cost estimation of physical operators, and plans, also are presented. Experiments with the query engine suggest that the query performance of the federation approach is comparable to physical integration.

There has been a great deal of previous work on data integration; for instance, on relational data (Hellerstein, Stonebraker, & Caccia, 1999; IBM, n.d.; Oracle, 2005), semi-structured data (Chawathe et al., 1994; Nicolle, Yétongnon, & Simon, 2003), a combination of relational and semi-structured data (Goldman & Widom, 2000; Lahiri, Abiteboul, & Widom, 1999), a combination of object-oriented and semi-structured data (Bae, Kim, & Huh, 2003), and an integration of remote data warehouses by hypermaterialized views (Triantafillakis, Kanelis, & Martakos, 2004). However, none of these handles the advanced issues related to OLAP systems (e.g., automatic and correct aggregation and dimensions with hierarchies). Some work concerns integrating OLAP and object databases (Gu, Pedersen, & Shoshani, 2000; Pedersen, Shoshani, Gu, & Jensen, 2000), which demands rigid schemas (i.e., data is represented by classes and connected by complex associations). In comparison, using XML as data source, as we do, enables the federation to be applied on any data as long as the data allows XML wrapping, greatly enlarging the applicability. Our pervious work (Pedersen et al., 2002) presents a logical federation of OLAP and XML systems, where a logical algebra defines the query semantics and a partial straightforward implementation. In comparison, this article takes a further step and introduces a physical query algebra, and the query evaluation and optimization techniques are implemented in a robust OLAP-XML federation query engine.

This article makes the following novel contributions, which are extensions to the most related work (Yin & Pedersen, 2004). First, a robust OLAP-XML federation query engine is presented along with its GUI. Second, query evaluation is described in detail. Here, the evaluation of the physical operators, including component data retrieval, component query construction, and optimization of constructed queries, is presented. In addition, an example is given to show the query evaluation process step-by-step. Third, we also show the cost estimation algorithm of physical plans and how the costs of the physical operators are approximated.

The article is organized as follows. We first introduce an example cube and XML document used in the illustrations. Then, an overview of the overall architecture of the federation and the federation query language is given. We define the formal representation of the federation and the federation queries using the logical algebra.
Related Content

Impact of Flow and Brand Equity in 3D Virtual Worlds
[www.igi-global.com/article/impact-flow-brand-equity-virtual/43730?camid=4v1a](www.igi-global.com/article/impact-flow-brand-equity-virtual/43730?camid=4v1a)

INDUSTRY AND PRACTICE: The Changing Mission of the Data/Information Profession
Judi Reeder (1997). *Journal of Database Management* (pp. 31-0).
[www.igi-global.com/article/industry-practice-changing-mission-data/51187?camid=4v1a](www.igi-global.com/article/industry-practice-changing-mission-data/51187?camid=4v1a)

Adaptive Indexing in Very Large Databases
[www.igi-global.com/article/adaptive-indexing-very-large-databases/51142?camid=4v1a](www.igi-global.com/article/adaptive-indexing-very-large-databases/51142?camid=4v1a)

Common Information Model
[www.igi-global.com/chapter/common-information-model/11126?camid=4v1a](www.igi-global.com/chapter/common-information-model/11126?camid=4v1a)