Chapter XIX

Impediments to Exploratory Data Mining Success

Jeff Zeanah
Z Solutions, Inc., USA

ABSTRACT

This chapter discusses impediments to exploratory data mining success. These impediments were identified based on anecdotal observations from multiple projects either reviewed or undertaken by the author and are classified into four main areas: data quality; lack of secondary or supporting data; insufficient analysis manpower; lack of openness to new results. Each is explained, and recommendations are made to prevent the impediment from interfering with the organization’s data mining efforts. The intent of the chapter is to provide an organization with a structure to anticipate these problems and to prevent the occurrence of these problems.
INTRODUCTION

Organizations of all kinds are experimenting with the application of data mining techniques. They may refer to these projects as data warehousing applications, market research or data mining. Regardless of the terminology, data mining applications are intended to provide an organization with a better understanding of the environment or market in which they operate.

There are two general types of data mining undertakings. Relatively well understood are the traditional scoring applications in which observations are scored to determine if they met certain criteria. In these projects, an organization typically will apply a set of tools to a large database, such as a mailing list. For example, a charity which is considering a mailing to solicit donations will score its list to determine the most likely candidates to be solicited. By using data mining to examine the characteristics of individuals who donated in the past, the charity can reduce a mailing list of 2 million households to a list of the 200,000 households most likely to donate. Soliciting this smaller list will be more profitable than “wasting” a mailing to the 1.8 million households that are very unlikely to respond. In this effort, there is not a great need to understand why the households were selected, only whether or not the refinement of the list leads to a higher response rate and increases the profitability of the mailing.

Conversely, exploratory data mining is designed to provide strategic insights from the data and guidance for future strategic or operational decision-making. Consider the following example. A consumer products manufacturer is interested in characteristics of consumers who buy its products, rather than its competitor’s. Are these customers younger or older? Are they married or single? What is their ethnicity? Are their household incomes higher or lower? Simple queries of the company’s data warehouse can be used to answer most of these questions. If the data is available, the average household income of the company’s customers easily may be compared to the average household income of a competitor’s customers. This is exploratory data mining. And for many organizations, the ability to read the databases and perform these queries is the extent of their data mining activities. In fact, for very large databases, this can be nontrivial, requiring substantial effort.

Simple queries may not provide all the answers the company needs. For example, the company discovers that its customers have higher household incomes than the competitor’s customers have, are older and are more likely to be married. The organization realizes that many married families have higher incomes than do single households (two incomes versus one), and many older households have higher incomes than do the younger beginning households. The company wonders: “Are the customers who prefer our product older and happen to be married at a higher percentage or are our customers married and happen to be older?” Or are they just higher income people? Whatever the relationship, is this the same as it was five years ago? And most important, what will they be like five years from now? If the overall population ages, will that help the company sales? Will it help the company’s sales only if the aging population stays married? Is the company not seeing a hidden trend that may change the company’s strategic direction? These questions are not going to be answered through simple methods. The solution will be found only through causal predictive modeling and similar investigations.

Many organizations lack the ability to answer these difficult questions. When they began collecting data in their data warehouse, they expected that they would be able to
A Hybrid Approach Based on Self-Organizing Neural Networks and the K-Nearest Neighbors Method to Study Molecular Similarity

Efficient Algorithm for Mining High Utility Pattern Considering Length Constraints