Chapter V

Indexing Multi-Dimensional Trajectories for Similarity Queries

Michail Vlachos, IBM T.J. Watson Research Center, USA
Marios Hadjieleftheriou, University of California - Riverside, USA
Eamonn Keogh, University of California - Riverside, USA
Dimitrios Gunopulos, University of California - Riverside, USA

Abstract

With the abundance of low-cost storage devices, a plethora of applications that store and manage very large multi-dimensional trajectories (or time-series) datasets have emerged recently. Examples include traffic supervision systems, video surveillance applications, meteorology and more. Thus, it is becoming essential to provide a robust trajectory indexing framework designed especially for performing similarity queries in such applications. In this regard, this chapter presents an indexing scheme that can support a wide variety of (user-customizable) distance measures while, at the same
time, it guarantees retrieval of similar trajectories with accuracy and efficiency.

Introduction

Multi-dimensional trajectory data are prevalent in diverse fields of interest, such as environmental information systems, meteorology, traffic supervision, wireless telephony, video tracking (Betke, 2002), and so forth. In such applications it is very common to record multiple measurements concurrently (for example, spatio-temporal datasets that record the $x$ and $y$ positions of objects over time). Therefore, any dataset that involves storage of data with multiple attributes can be considered and treated as a set of multi-dimensional trajectories. An example of 2-dimensional trajectories appears in Figure 1. Recent advances in wireless communications, sensor devices and GPS technology have made it possible to collect large amounts of spatio-temporal data, increasing the interest in performing data mining tasks (Barbara, 1999; Roddick, 2000). Examples include tracking animals, recording weather conditions, gathering human motion data generated by tracking various body joints (Shimada, 2000; Arikan, 2002), tracing the evolution of migrating particles in biological sciences and more.

Some very important data mining operations for multi-dimensional trajectories involve the discovery of objects that move similarly or others that follow closely a given query pattern. An important consideration for these operations is the similarity/distance measure that will be used for discovering the most appropriate trajectories (for example, Euclidean distance). A major difficulty that affects the choice of a good similarity measure is the presence of noise (introduced due to electromagnetic anomalies, transceiver problems and so forth). Another obstacle is that objects may follow similar motion patterns (spatial domain) but at different rates (temporal domain). Hence, the similarity models should be robust to noise, and should support elastic and imprecise matches. For example, in Figure 1 all three trajectories follow similar paths; quantifying the similarity of these paths depends on the similarity measure that will be used. In addition, it is clear that existing outliers might distort the “expected” value of the similarity between the trajectories.

Some of the most widely used similarity measures are functions with large computational cost that make similarity query evaluation a challenging task. Consequently, in order to produce query results promptly, it is crucial to speed up the execution of these functions. For that purpose, low-cost upper/lower-bound approximations of the similarity functions can be used initially to help prune most dissimilar trajectories faster.

Copyright © 2005, Idea Group Inc. Copying or distributing in print or electronic forms without written permission of Idea Group Inc. is prohibited.
Applications of Moving Objects Databases
www.igi-global.com/chapter/applications-moving-objects-databases/29664?camid=4v1a